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Reaching the Bottom 40 Percent:  
Do National Goals Translate Subnationally?

Promoting shared prosperity is at the center of the new World Bank Group Strategy. To this effect, a shared prosperity 
index will help monitor the income growth of the bottom 40 percent of the population in every developing country. 
However, many developing countries exhibit substantial economic and demographic heterogeneities across subnational 
regions. Does the national target of the bottom 40 percent translate to a target of the bottom 40 percent in each subna-
tional region? This note discusses how regional disparities can lead to contradictory results in the interpretation of a 
shared prosperity index with a national and subnational focus. Accordingly, policy lessons that are derived from 
nationwide analyses may be misleading for subnational regions, and vice versa.   

The new World Bank Group strategy aims to end extreme 
poverty in a generation and to push for greater equity at the 
same time. To this effect, a new shared prosperity indicator 
(SPI) will be used to measure the income growth of the bot-
tom 40 percent in each country (World Bank 2014). Ac-
cordingly, the SPI is expected to become a leading bench-
mark in the performance evaluations of individual projects 
and policies.1   

Increasing World Bank involvement in subnational level 
projects, however, leads to questions on how to interpret this 
indicator at the subnational level. Does the national target of 
bottom 40 percent translate into a target of bottom 40 per-
cent in each subnational region? To what extent should per-
formance of a project (or policy) with subnational focus be 
assessed on the basis of its impact on incomes of the bottom 
40 percent in the entire nation?  

There are a number of trivial cases where answers to 
these questions are relatively straightforward. In a country 
where subnational regions are nearly identical in terms of 
population size and income composition, the national and 
subnational interpretations of the SPI are aligned: the bottom 
40 percent of any subnational region is completely captured 
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by the bottom 40 percent national target. However, homoge-
neity across subnational regions is typically not the case in 
most of the Bank’s engagements. On the contrary, many de-
veloping countries exhibit substantial economic and demo-
graphic heterogeneities across different subnational regions, 
with the poor often concentrated in lagging regions.

This note discusses how regional disparities can lead to 
contradictory results in the interpretation of an SPI with a 
national and subnational focus.2  In practice, contradictory 
results can be observed when policies from different coun-
tries are compared in terms of their success in raising in-
comes of the bottom 40 percent. One policy, in this case, 
can always outperform the other when the comparison is at 
the subnational level— for example, it increases the incomes 
of the target group more successfully in every subnational 
region. Yet, the latter policy can still perform better when 
evaluated at the national level if the subnational regions 
within each country are sufficiently heterogeneous. There-
fore, evaluating only the national outcomes, or only the sub-
national outcomes, may be misleading depending on the 
objective of analysis. This type of challenge parallels Simp-
son’s Paradox.
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Simpson’s Paradox

What is the appropriate level of analysis to establish a correla-
tion or causal inference between two observations: aggregate 
(national) or partitioned (subnational) samples? Simpson’s 
Paradox defines a case where the sign of the relationship be-
tween two variables that appear in different partitions of the 
data disappear, or change direction, when the data are aggre-
gated. For instance, a medical treatment can be good for both 
men and women, yet bad for people in general. In this case, 
the aggregation of data eliminates the effect of an omitted cat-
egorical variable. Box 1 presents a typical case where the para-
dox materializes. 

Simpson’s Paradox presents a special case of ecological 
fallacy, where correlations of aggregates differ from the corre-
lations of components. Spatially, the paradox frequently ap-
pears in poverty maps, where arbitrarily defined geographic 
boundaries lead to contradictory results when aggregated or 
redefined, a situation known as a Modifiable Areal Unit Prob-
lem (MAUP).  Benchmarking exercises and cross-country 
analyses are also particularly prone to Simpson’s Paradox, and 
to other ecological fallacies in general. Relationships that hold 
for a group of countries do not necessarily hold for individual 
countries.

Constructing a hypothetical thought experiment shows 
how this paradox can influence the analysis in the case of the 
SPI. Suppose a policy maker (or a development practitioner) 
is searching for the best policy (or project) to implement in a 
subnational region in a country. In this case, the development 
objective is to increase the incomes of the bottom 40 percent 
of the population in that specific region. There are two policy 
options that were previously tested in different countries. 
The first policy was applied in country A, with two subna-
tional regions. Country A’s more advanced region had 100 
people in the bottom 40 percent category, while its lagging 
region had 200 people in the bottom 40 percent category.  

The second policy mix, on the other hand, was applied in 
country B, which also had two subnational regions. The ad-
vanced region, in this case, had 250 people in the bottom 40 
percent category, while the lagging region had only 50 people. 
The distributions of the top 60 percent do not have an impact 
on the analysis, and thus are not specified. 

For simplicity, suppose the success of each policy is mea-
sured by the number of individuals who are originally classi-
fied in the bottom 40 percent and whose incomes have been 
increased by a minimum amount as a result of the respective 
policy. As table 1 shows, the first policy increases the incomes 
of 80 people out of the 100 who are in the bottom 40 percent 
in the advanced region of country A. This corresponds to an 
80 percent success rate. In the lagging region, however, this 
ratio decreases to 50 percent (100 individuals out of 200).

In comparison, the second policy mix exhibits lower suc-
cess rates in both the advanced and lagging regions of country 
B. In the advanced region, the success rate is 72 percent (180 
out of 250), which corresponds to a rate 8 percentage points 
lower than for the first policy in country A. In the lagging re-
gion, the success rate is a mere 40 percent, which is 10 per-
centage points lower than the first policy mix.

These results suggest that the first policy should be the 
preferred option because it outperforms the second policy, in 
both the advanced and lagging regions. However, surprisingly, 
the results at the national level show the opposite: the first 
policy improves 60 percent of the poor’s incomes nationally 
(180 individuals out of 300), but the second policy outper-
forms the first by 6.7 percentage points—200 people out of 
300, hence 66.7 percent success rate overall. Therefore, al-
though the first policy performs better in all subnational re-
gions, the second policy is superior nationwide.

The perception of “paradox” here is driven by the idea 
that a policy cannot be better than the competing policies in 
all parts of a whole, yet perform worse overall. Behind this 

Box 1. Simpson’s Paradox: A Classical Case

A well-known example of the Simpson’s Paradox concerns 
the graduate admission practices of the University of Califor-
nia, Berkeley. The 1973 admission statistics showed a sub-
stantially higher admission rate for men than for women: 44 
percent of 8,442 male applicants were accepted to a pro-
gram, whereas only 35 percent of 4,321 female applicants 
were placed. However, a disaggregated analysis later 
showed that, in fact, each and every department had a sta-
tistically significant bias in favor of female applicants. The 
problem emerged from the fact that most women applied to 
highly competitive programs, where admission rates were 
lower than average, whereas, a relatively higher share of 
men applied to departments with higher admission rates 
(Bickel, Hammel, and O’Connell 1975). For a technical 
analysis of the Simpson’s Paradox, see Pearl (2009).

Table 1. Impact of the Two Policies on Incomes  
of the Bottom 40 Percent

First policy mix
applied in  
country A

Second policy mix
applied in  
country B

Advanced region
80 out of 100

(success rate= 80%)
180 out of 250

(success rate = 72%)

Lagging region
100 out of 200

(success rate = 50%)
20 out of 50

(success rate = 40%)

Aggregate (national) 
level

180 out of 300
(success rate = 60%)

200 out of 300
(success rate = 

66.7%)

Source: Author’s calculations.



3  POVERTY REDUCTION AND ECONOMIC MANAGEMENT (PREM) NETWORK   www.worldbank.org/economicpremise

idea lies the implicit assumption that all countries and subna-
tional units are randomly chosen from an identical pool, thus 
comparable. The key to this puzzle is that policy A is imple-
mented in country A, where the majority of the bottom 40 
percent resides in the lagging region. Increasing the incomes 
of this group is more difficult than the ones in the advanced 
region; hence, the success rate is lower. In comparison, most 
of the target group members are in the advanced region in 
country B, where the success rate is higher.

The practical implication of this paradoxical situation for 
decision making is that if reasonable evidence exists that 
shows the subnational division in a policy maker’s country is 
similar to the ones in countries A and B, then the first policy 
mix is the best choice because it performs better in each sub-
national region. However, these similarities need to be of a 
kind that affects the results of the policy. On the other hand, 
in the absence of such similarities, the second policy option 
would be more attractive because it performs better overall. 

When Is It Necessary to Focus on the 
Subnational Level? 

The exercise above shows that deductive reasoning such as 
“the policy in country B is superior at national level, therefore, 
it should be the preferred option at all subsequent applica-
tions even at subnational levels” and inductive reasoning such 
as “the policy in country A is superior at every subnational 
level, therefore it should be the preferred option even at na-
tional levels” may be misleading. But, what exactly are the 
conditions that can lead to such misinterpretation?

There are two factors that explain the paradoxical rever-
sal of results when the scale of the analysis is changed. First, 
the numbers of the target group members in subnational 
units are substantially different in each country. Second, the 
success rates of policies are different enough across the subna-
tional regions. These two conditions are satisfied when the 
subnational division of a country coincides with different lev-
els of a latent factor. This factor, in turn, affects the success 
ratios. In the example above, subnational units are assumed to 
represent either the advanced (modern, urban) or the lagging 
(subsistence, rural) sectors in a dual economy framework. De-
pending on the exact reasons behind this duality, there may 
be one or more latent factors, such as differences in infra-
structure or access to health and education services that affect 
the success of different policies.  

In general, existence of a latent factor is determined by 
the nature of the problem. Development practitioners can 
identify such factors to a certain extent by using insights from 
the relevant economic theory or different statistical tests that 
include various variable and model selection criteria. The next 
step is to assess whether the subnational boundaries coincide 
with different magnitudes of these latent factors. However, 
this may not be straightforward in all cases. Obviously, any 

subnational division could reflect a heterogeneous allocation 
of some economic indicators. Still, the indicator itself may not 
have a decisive influence on the probability of success. 

These points can be expanded by extending the thought 
experiment constructed earlier. Table 2 presents two cases 
where selection of the data set (aggregate data or subnational) 
does not alter the policy ranking. To emphasize the fact that 
the subnational division does not necessarily reflect an over-
lap with some latent factor, the regions are called primary and 
secondary.  The first policy performs better than the second 
one in both subnational regions, as well as at the national lev-
els. In panel A, this is because the sample sizes of the target 
groups are too similar. In panel B, success rates are not differ-
entiated enough across regions. The lack of differentiation 
arises from the fact that there is no latent factor that overlaps 
with the subnational division while substantially affecting 
the success rates. Therefore, the subnational angle is redun-
dant in this case.

Conclusion

The new World Bank strategy puts improving the incomes of 
people in the bottom 40 percent of population at the center of 
Bank engagements. In this effort, it is crucial to weigh the prac-
tical implications of choosing a national or subnational focus 
when evaluating the policies or projects that support this new 
strategy. Inductive (from subnational to national) and deduc-
tive (from national to subnational) inferences regarding the 

Table 2. No Paradox When the Conditions Are Not Satisfied 

a. Convergence in distribution of the target group, no change in 
the success rates

First policy mix
applied in country C

Second policy mix
applied in country D

Primary region
96 out of 120

(success rate= 80%)
144 out of 200

(success rate = 72%)

Secondary 
region

90 out of 180
(success rate = 50%)

40 out of 100
(success rate = 40%)

Aggregate 
(national) level

186 out of 300
(success rate = 62%)

184 out of 300
(success rate = 61.3%)

b. Convergence in success rates, no change in target group 
distribution

First policy mix
applied in country E

Second policy mix
applied in country F

Primary region
80 out of 100

(success rate= 80%)
180 out of 250

(success rate = 72%)

Secondary 
region

140 out of 200
(success rate = 70%)

30 out of 50
(success rate = 60%)

Aggregate 
(national) level

220 out of 300
(success rate = 73.3%)

210 out of 300
(success rate = 70%)

  Source: Author’s calculations
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success or failure of a policy are found to be potentially mis-
leading under two necessary conditions: (i) when the target 
groups are distributed unevenly across the subnational regions 
and among different countries, and (ii) when the success rates 
of policies vary substantially among subnational regions. 

In practice, heterogeneity among different regions of a 
developing country is a common phenomenon. However, the 
second condition is satisfied only when the subnational divi-
sion of the country sufficiently overlaps with a latent factor 
that affects the success of the policy. Therefore, development 
practitioners should consult proper statistical tests and eco-
nomic theory to assess the likelihood of such overlap. If affir-
mative, such a finding will show that a policy that is superior 
to other policies at all subnational levels may still be inferior at 
the national level, and vice versa. 
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Notes

1. For a discussion on some technical characteristics of the 
SPI, see Rosenblatt and McGavock (2013) and Narayan, Saa-
vedra-Chanduvi, and Tiwari (2013).

2. The choice of focus is generally determined by several fac-
tors, including the purpose of the analysis. This note discusses 
a particular statistical aspect, and it remains agnostic in other 
dimensions that may very well affect the choice between the 
two interpretations.
3. Bigman and Deichmann (2000) review a set of issues in 
geographic targeting that is relevant for poverty measure-
ments, including the MAUP. 
4. See Basu (1997) for a detailed analysis of duality in devel-
oping countries.
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